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Abstract-We propose a machine learning approach for
estimating intrinsic faces and hence de-illuminating and re-
illuminating faces directly in the image domain. The most chal-
lenging step is de-illumination, where unlike existing methods
that require either the 3D geometry or expensive setups, we
show that the problem can be solved with relatively simple
kernel regression models. For this purpose, the problem of
decomposing an observed image into its intrinsic components,
i.e. reflectance and albedo, is formulated as a nonlinear regres-
sion problem. The estimation of an intrinsic component is then
accomplished by estimating local linear constraints on images
in terms of derivatives using multi-scale patches of the observed
images, comprising from a three-level Laplacian Pyramid. We
have evaluated our method on "Extended Yale Face Database
B" and shown that despite its simplicity, the method is able
to produce realistic results using images taken from only four
different lighting orientations.

I. INTRODUCTION
The illumination of objects immensely affects their ap-

pearance in the pictures. In particular, variability in illumi-
nation leads to large variability in appearance. Modeling this
variability accurately is a fundamental problem that occurs
in many areas of computer vision and computer graphics.
Applications include, retouching pictures, video editing, post
cinematographic effects, improved recognition of objects
(e.g. faces and people), etc. In graphics applications, of
course, this same variability must be handled from both an
analysis and synthesis point of view. Systems must be able
to both remove existing illumination effects and introduce
new illuminations. Challenges from varying illumination
also arise when attempting to accurately model the three
dimensional relationships in an image [12] or estimate image
gradient information [5], [6].

In this paper, we present a relatively simple, yet very
efficient method of modeling illumination variations. Our
approach makes two main contributions to this domain of
study:

Its first characteristic feature is that one does not require
to make explicit assumptions about the illuminated
object model, e.g. Lambertian, or specular. The key idea
is that for a given class of objects (e.g. faces) the input-
output relationship is implicitly captured by data, and
hence a training set can be used to learn how to both de-
illuminate and re-illuminate both diffuse and specular
regions.
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L Second, it is relatively simple, both conceptually and
in terms of implementing the method. In particular, it
does not require 3D data or a large set of input images
of objects illuminated from all possible directions -
e.g. as in light field rendering, or light stage (see
below). Hence, given the realistic results produced by
the method, the approach may be viewed as a tool for
affordable computational photography on a desktop for
ordinary users.

II. RELATED WORK
In face relighting, existing techniques fall into two general

categories: 2D image-based techniques; and 3D geometry-
based techniques.

In [13] an image-based re-rendering technique using the
idea of a "Quotient Image" is presented. Given two objects,
the quotient image is defined as the ratio of their albedo
functions. This representation depends only on relative sur-
face texture information and is therefore independent of
illumination. Linear combinations of this low dimensional
representation can then be used to generate new illumina-
tions. A limitation of this approach is that the reflectance
property of the objects under consideration are all assumed
to adhere to the Lambertian reflectance model. In general,
the reflectance of a point on an object can be described by a
4D function called the bidirectional reflectance distribution
function (BRDF). The Lambertian model condenses the 4D
BRDF into a constant that is used to scale the inner product
between the surface normal and the light vector. It is shown
that images generated by varying the lighting on a collection
of Lambertian objects that all have the same shape but differ
in their surface albedo can be analytically described using
at least three "bootstrap" images of a prototype object and
an illumination invariant "signature" image, i.e. the Quotient
Image. The prototype objects consist of images of an object
from the same class taken under three linearly independent
light sources. This data is used to define a subspace, or basis.
A new illumination is then generated by taking the pixel-
wise Cartesian product of a weighted sum of the basis and
the Quotient Image.
Of course direct knowledge of the parameters of the albedo

function that make up the ratio that defines the quotient
image are not known. Therefore, the quotient image is
estimated by finding the correct set of coefficients, via the
minimization of a defined energy function and least squares.
In addition to Lambertian assumption, one limitation with
the quotient image approach is that it can only be applied to
faces that have the same view or pose as the face used in the
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